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1. Introduction
How does a newborn agent learn about the world?
When an animal (or robot) moves, its visual system is
exposed to a shower of information. Usually, the speed
with which something moves in the image is inversely
proportional to its depth.1 As an agent continues to
experience visual stimuli under its own motion, it is
natural for it to form associations between the appearance of objects and their relative motion in the image.
For example, an agent may learn that objects that look
like mountains typically don’t move in the image (or
change appearance much) as the agent moves. Objects
like nearby cars and people, however, appear to move
rapidly in the image as the agent changes position relative to them. This continuous pairing of images with
motion acts as a kind of “automatic” supervision that
could eventually allow an agent both to understand
the depth of objects and to group pixels into objects
by this predicted depth. That is, by moving through
the world, an agent may gather training data sufficient
for learning to understand static scenes.
In this work, we explore the relationship between the
appearance of objects and their relative depth in the
image. To estimate object depths without human supervision, we use traditional techniques for estimating
depth from motion, applied to simple videos taken from
cars and trains. Since these depth estimation techniques produce depth up to an unknown scale factor,
we output estimates of relative depth, that group pixels
into 10 bins of progressively greater depths. Once we
have depth estimates for these video images, we train
a deep network to predict the depth of each pixel from
a single image, i.e., to predict the depth without the
benefit of motion. One might expect such a network
to learn that an image patch that looks like a house
and spans 20 pixels of an image is about 100 meters
away, while a pedestrian that spans 100 image pixels is
perhaps 10 meters away. Figure 1 illustrates this prediction task and shows example results obtained using

Figure 1. Sample frames from collected videos and their
corresponding depth maps, where brightness encodes relative depth. From top to bottom: input image, relative
depth images recovered using [2], and predicted depth bins
using our trained model. There is often a black blob around
the center of the image, a singularity in depth estimation
caused by the focus of expansion.

a standard convolutional neural network (CNN) in this
setting. For example, in the leftmost image of Fig. 1,
an otherwise unremarkable utility pole is clearly highlighted by its depth profile, which stands out from the
background. To excel at relative-depth estimation, the
CNN will benefit by learning to recognize such structures.
The goal of our work, however, is not to show improvements to depth prediction from a single image.
Rather, it is to show that pre-training a network to do
depth prediction is a powerful surrogate (proxy) task
for learning visual representations. In particular, we
show that a network pre-trained for depth prediction
is a powerful starting point from which to train a deep
network for semantic segmentation. This regime allows
us to obtain significant performance gains on semantic segmentation benchmarks including KITTI [9, 8],
CamVid [4, 3], and CityScapes [5], compared to training a segmentation model from scratch. In fact, our
performance on these benchmarks comes very close to
that of equivalent architectures pre-trained with ImageNet [6], a massive labeled dataset. Also, we compare our proposed self-supervised model with previous
ones, including learning to inpaint [18], doing automatic colorization [13, 21, 14, 22], predicting sound
from video frames [16], and a set of motion-based methods [20, 1, 17, 15].

1 Strictly speaking, this statement is true only after one has
compensated for camera rotation, individual object motion, and
image position. We address these issues in the paper.
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method
supervision
CityScapes KITTI CamVid
supervised
ImageNet lab.
48.1
46.2
57.4
scratch
40.7
39.6
44.0
tracking [20]
motion
41.9
42.1
50.5
moving [1]
ego-motion
41.3
40.9
49.7
watch-move [17]
motion seg.
41.5
40.8
51.7
motion
41.5
39.7
49.6
frame-order [15]
context [18]
appearance
39.7
3.0
37.8
object-centric [7]
appearance
39.6
39.1
48.0
colorization [13, 14] chroma
42.9
35.8
53.2
cross-channel [22] misc.
36.8
40.8
46.3
audio [16]
video sound
39.6
40.7
51.5
Ours
depth
43.4
42.9
52.1

#train #val. #test resolution #classes
100 NA 45 370 × 1226
11
CamVid
367 101 233 720 × 960
11
19
CityScapes 2975 500 1525 1024 × 2048
KITTI

Table 1. Summarization of datasets used in our experiment.

2. Learning from Relative Depth
Self-supervised Depth. To generate approximate
relative depth images from which our depth predicting
network could be trained, we collected 413 unlabeled
videos from Youtube, taken from the cabs of moving
trains across European cities and transit trains around
Chicago, as well as driving cars in US cities. The stability of the camera in these videos makes them relatively easy for our depth estimation code. Depth is
estimated by using [2] to segment the image into translational motion fields, and then using perspective projection equations [10] to convert these into depth maps
(up to scale). In rural scenes, common structures include mountains, trees, and lamps. In urban scenes,
there are abundant man-made structures and sometimes pedestrians and cars. We analyze frame pairs
only if they have moderate motion (neither too slow nor
too fast). To eliminate near duplicate frames, two consecutive depth maps must be at least 10 frames apart.
We gathered 2.3M video frames with a typical resolution of 360 × 640 (Fig. 1).
Predicting depth from a single image. Given
the RGB image I, our goal is train a CNN to predict
its depth map. As we need to do pixel-wise predictions,
we make the following changes to the standard AlexNet
architecture. First, we use the convolutional versions
of the fc6 and fc7 layers. For the fc6 layer, we add a
pad value of 3. Second, we replace the last classification
layer with another convolution layer with kernel size of
3 and pad size of 1. Another 2× bilinear upsampling
layer is also added to produce the depth predictions.
Instead of doing regression on the depth values, we
quantize the depth values of an image into 10 bins. If
a pixel has a bin index of 5, it means its depth value is
greater than 50 percent of other pixels.
We use 2.1M samples for training and 0.2M for validation. The input image to the CNN is a random
crop of 352 × 352 over the entire image. A random
horizontal flip is also performed. We use negative log
likelihood loss for each pixel. The network is trained
10 epochs using the SGD optimizer with momentum
of 0.9 and weight decay of 0.0005. The initial learning
rate is 0.001 and decreased by factor of 5 at the 6th
epoch and another factor of 5 at the 8th epoch.

Table 2. Comparisons of self-supervised models using the
FCN32s model based on the AlexNet architecture.

The first two datasets are much too small to provide sufficient data for “from scratch” training of a
deep model; CityScapes is larger, but we show below
that all three datasets benefit from pre-training. We
use the curated annotations of the CamVid dataset released by [12]. As a classical CNN-based model for
semantic segmentation, we report results of the Fully
Convolutional Network (FCN) [19] with a up-sampling
factor of 32 (FCN32s). Following [19], we use the mean
IoU (intersection over union) scores over all classes as
evaluation metrics.
During training, the input are random crops of
352 × 352 for KITTI. Each variant is trained for 20K
iterations with a batch size of 16. For CamVid, the
input are random crops of 704 × 704. Each variant is
trained for 40K iterations with a batch size of 4. For
CityScapes, to ease the computation burden, we use
the half-resolution input images. The input to the network are random crops of 512 × 512. Each variant is
trained for 80K iterations with a batch size of 6. In
addition to the random crop, random horizontal flip is
also performed.
We compare our results to those obtained with other
self-supervision strategies, summarized inTable 2. All
the results are obtained with AlexNet architecture2 .
We obtain new state-of-the-art results on CityScapes
and KITTI segmentation among methods that use selfsupervised pre-training. Our model outperforms all
other self-supervised models with motion cues (the first
four self-supervised models in Table 2). On CamVid
our results are competitive with the best alternative,
pre-training on image colorization. Moreover, our pretrained model performs significantly better the model
learned from scratch on all three datasets, validating
the effectiveness of our pre-training.
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